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Abstract

We created Scaper, a Static code analysis tool for production
system architectures. Using this tool, we successfully
analyzed 26 ACT-R models. This process took
approximately 5 seconds to complete and identified 3,619
components, including chunk-types, declarative memories,
and productions. In general, the analysis shows appropriate
levels of compliance to the Scaper’s tests. Models’
compliance scores are above 94% for component usage, and
above 78% for production design. However, further analysis
revealed that 3.9% of the 152 chunks are not used, and 4.1%
of the references from the 1,222 productions have
discrepancies with the chunk-type definitions. Although we
did not analyze whether such issues affect models’
performance, their detection at least suggest code
improvements opportunities. Moreover, Scaper can support
the development of production systems by (a) providing a
better visibility of the components, (b)identifying
discrepancies in the components’ relationships, and (c)
fostering models’ code readability, maintainability, and
scalability.
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Introduction

Static code analysis tools aim to enhance the software
development experience, facilitate maintainability, and
contribute to the improvement of software quality. We can
trace the definition of such tools at least back to the 1970s
(Ramamoorthy & Ho, 1975; Wendel & Kleir, 1977).
Furthermore, after Johnson (1978) introduced a Unix tool
to check C programs, the name of his tool, /int, became
synonymous with the term for any tool used for source
code analysis.

Research have extensively studied these tools (e.g.,
Bacon & Sweeney, 1996; Louridas, 2006; Mantere et al.,
2009), including their capabilities, performance, and
benefits. Their proven benefits have inspired both
commercial solutions (e.g., FORTINET SAST, HCL
AppScan), and open-source projects (e.g., PMD Source
Code Analyzer, and SonarQube)!.

' An extensive list is available at the National Institute of Standards
and Technology (NIST) website https://www.nist.gov/itl/ssd/software-
quality-group/source-code-security-analyzers.

Despite their expertise, all users are susceptible to
making errors (Patel et al., 2011). Therefore, detecting
errors and user-generated mistakes when creating models
can be important (e.g., Ritter et al., 2000). Tools to analyze
code usually help to detect potential pitfalls, improve code
maintainability, facilitate software scalability, and help to
prevent errors. The development of production system-
based cognitive architectures will benefit from having tools
that give feedback to their developers regarding the model
implementation.

Production systems architectures are high-level
programming languages (Anderson & Kline, 1977). Their
development often presents multiple challenges. For
example, the specific characteristics needed to model
human cognition (Young, 2001), the steep learning curve
(Ricupero, 2024), and the limitations of development tools
(Wang, 2024), among others. Moreover, these
architectures usually model complex human cognition
processes such as trust (Blaha et al., 2020; Lebiere et al.,
2021), fatigue (Gunzelmann et al., 2009; Swan et al., 2024),
physiology (Dancy, 2013), and problem solving (Ritter &
Bibby, 2008). Due to the complexity and these challenges,
production systems developers frequently encounter
coding errors.

Aiming to foster high-quality code for production
systems models and facilitate the development, we have
developed Scaper, a static code analyzer for ACT-R
models (Anderson, 2007; Ritter et al., 2019). Scaper can
describe components used by ACT-R models and highlight
discrepancies in their use. We have also tested this tool by
analyzing the ACT-R publication repository (http://act-
r.psy.cmu.edu/publication). The tool, the model analysis,
and potential impacts are presented in the following
sections.

The Static Code Analyzer

Scaper parses the model’s components, identifies potential
issues in the relationships between its components, and
estimates the model’s compliance with ACT-R syntax.
This tool evaluates the models using syntax rules defined
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in the ACT-R 7.28+ Reference Manual (http://act-
r.psy.cmu.edu/actr7.x/reference-manual.pdf) and an
internal ruleset we created. Although, We built Scaper as a
Java program 2; it runs as a native standalone app. It could
also be extended to function as a mode in Emacs or an
extension for Eclipse. Scaper can analyze multiple models
in batch and generates reports in text files. Figure 1 shows
an example of a simple model.

(define-model a-model

(chunk-type number number next)
(chunk-type add argl arg2 sum count)
(add-dm

(zero ISA number number zero next one)
(one ISA number number one next two)
(test-goal ISA add argl five arg2 two))

(P init-add
=goal>
ISA add
argl =numl
arg2 =num2
sum nil
==>
=goal>
ISA add
sum =numl
count zero
+retrieval>
ISA number
number =numl
=log>
ISA log

)
)

Figure 1: An ACT-R model that uses two chunk-types:
number and add, three declarative memories: zero, one,
and test-goal; and a production: init-add.

Model files serve as the input to the analysis process.
Figure 2 shows the analysis workflow. This analysis
follows three sequential steps: reading, mapping, and
analysis. In the first step, the reader filters according two
criteria: the use of the define-model clause and the type of
components defined within the define-model block. Only
models that define chunk-types, declarative memories,
and/or productions within the define-model clause proceed
to the mapping step.

~BHE-ELE

Model files Reader Mapper Analyzer Report files

Figure 2: Analysis workflow.

In the second step, the mapper decomposes every
component into the elements defined for its syntax. Finally,
in the third step, the analyzer scans every component to

2Code available at https:/github.com/psu-acs/scaper

(a) find usages and dependencies, and (b) detect potential
discrepancies in their relationships.

The output of the analysis consists of two reports:
Component usages, and Production design, each of them
with summary and detail versions. These four reports are
generated in text file format. While the summary reports
provide a high-level overview of the model’s compliance,
the detailed version presents the evaluation of each
component.

Summary Reports

The summary reports are similar in that they consolidate
the findings for both the model and its components but
differ in their scope. Figures 3 and 4 show the summary
reports for the sample model in the Figure 1.

Figure 3 shows the component usage report for the
sample model. This report focuses on components such as
chunks-types, declarative memory, and productions. On
the other hand, the production design report, shown in
Figure 4, covers the production structure, especially its
relationship with the chunk-types and their slots of
information.

Model: a-model
Model-File: a-model.lisp
Compliance: 100%

Summary.
Chunk-Types: 2

Declarative Memories: 3

Productions: I

Details

* Chunk type "number" Compliance: 100%
Used by "zero" (Declarative memory)
Used by "one" (Declarative memory)
Used by "init-add" (Production)

Used: 3 times

Figure 3: An example of the Component usages summary
report.

The summary reports also include a compliance score
for the model. These scores are given in percentages. For
component usages the score corresponds to the percentage
of components that are in use. For the production design
compliance score, the analyzer applies penalties for the
following issues (a) slots that do not match the chunk-type
definition (5 points), (b) chunks that do not follow a chunk-
type definition, but implies a chunk definition that can be
inferred and checked against other productions (10 points),
we call these chunks implicit chunks, and (c¢) chunks
without slots (50 points).

We assign a high penalty of 50 points to chunks
without slots because slots are essential part of chunks; a
10 point penalty to the usage of implicit chunks, because
although chunk-types are optional, describing them
increases code readability; and finally 5 points, the lowest
penalty, reflects the good practice of using a chunk-type
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but penalize the use of slots that are not part of the chunk-
type definition. These penalties do not imply errors, but
they may be roughly equivalent to warning and errors in
compliers. Furthermore, we use these penalty mechanisms
to highlight the components that production system
developers should review in depth.

Model: a-model
Model-File: a-model.lisp
Compliance: 90.7%
Summary.
Explicit Chunk-Types: 3
Implicit Chunk-Types: 1
Matched Slots: 6
Unmatched Slots: @
Details
* Production "init-add" Compliance: 90.7%
Buffers in conditions: 1
Buffers in action: 2

Figure 4: An example of Production design summary
report.

Detailed Reports

Scaper generates two detailed reports: Component usage
and Production design. These reports contain all the
specifics of the analysis. The Component usage report lists
the relationship between components and their consumers.
For example, Figure 5 shows a Chunk-type named
“number” that is used by two declarative memories: “zero”
and “one”, and by the production “init-ad”.

Model: a-model
Model-File: a-model.lisp
Compliance: 100%

Detail

Component  Type Compl. Consumer Type (Consumer)
number Chunk-type 100% zero Declarative-memory
number Chunk-type 100% one Declarative-memory
number Chunk type 100% init-add Production

Figure 5: An extract from the Component usage report.

The Production design report details the chunks and
their designated slots that constitute each production. In
this report, each row typically corresponds to a slot.
However, for chunks without any slots, the report uses the
keyword “null” to represent missing slots. Figure 6 shows
an extract form a Production design report. This extract
shows the production “init-add” with 6 slots (argl, arg2,
sum, sum, count, number), and the chunk “log” without
any slots, represented by the keyword null.

In addition, to the four reports, Scaper also generates
log files. These files contain the detail of the processing
component by component, as well as the blockers that
prevents the completion of the analysis for a given model,
(e.g., a file missing the define-model clause). The
processing logs are not part of the scope of our analysis.

Model: a-model
Model-File: a-model.lisp
Compliance: 90.7%

Detail

Production Scope Buffer-Name Chunk Slot Compl.
init-add Condition =goal> add argl 100%
init-add Condition =goal> add arg2 100%
init-add Condition =goal> add sum 100%
init-add Action =goal> add sum 100%
init-add Action =goal> add count 100%
init-add Action +retrieval> number number 100%
init-add Action =log> log null 35%

Figure 6: An extract from the Production design report.

Application

We tested Scaper by scanning the ACT-R models
repository. We found 46 publications reporting models’
code attachments. However, 14 of those publications do
not include model files. This situation is similar to the one
reported by Thimbleby (2003) who found that about a 30%
of papers with model-based experiments in the Journal of
Machine Learning Research did not make their code
available.

After downloading and uncompressing the 46
publications’ attachments, we detected 155 text files that
contain source code structures (some publications contain
more than one model file). We setup a MacOS machine
with 8GB of RAM, and a 3.1 GHz Dual-Core Intel Core i5
processor with both the analyzer and the files to run the
analysis.

The analysis took about 5 seconds to complete: 2.8
seconds for the component usage report, and 1.7 seconds
for the production memory design. That is to say, this
analysis does not require extensive processing. Scaper
successfully completed the analysis of 26 files reported in
21 publications. The analysis of the remaining 129 files is
incomplete because they do not contain any definitions of
the ACT-R’s components that Scaper checks. Some of
those files use the ACT-R versions available before the
introduction of the clause “define-model” (e.g., versions 5
and 5.1), and others contains only functions, macros and
other utility components. Therefore, we report and discuss
only the models with the components found in the 26 files.

Results and Discussion

In general, the static code analysis demonstrates a good
level of compliance regarding Scaper’s validation rules.
However, the code analysis uncovered potential issues that
could indicate underlying problems. We consolidated the
analysis across all these models to gain insights into the
models’ code quality.
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Component Usages

In the 26 models’ files, we found an average of ~109.5
components per model file, distributed as follows: 152
explicit chunk-types, 1,484 declarative memories, and
1,212 productions. We observed a high usage of the chunk-
types structures, with 96% being in use. These structures
are used in a proportion of 69.8% and 30.2% by declarative
memories and productions, respectively. Figure 7 shows
the frequency of uses chunk-types in chunk definitions.
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Figure 7: Reuse of chunk-types. The x-axis represents the
chunk types of each model, while the y-axis the
frequencies. Some of these chunk-types appear more than
once (e.g., goal, box, and task), because different models
use the same names to define their chunks.

We observed also a positive trend in reusing chunk-
types structures within models, with a median of 14 times.
On average, chunk-types are reused 25.8 times. The names
of the chunk types are tied to the models being analyzed.
But the names show that some architecture-related chunks
get used often (e.g., goal) and that some task-related
chunks (e.g., number) are also used often.

Another relevant finding is the usage of 771 implicit
chunks. Unlike explicit chunks, implicit chunks do not use
a chunk-type definition. These chunks are typically defined
within the productions. The absence of a chunk-type
definition is not an error, as the use of chunk-types is
optional in the latest ACT-R versions. However, using
chunk-types can enhance the model’s code readability and
maintainability.

Production Memory Design

A production typically encompasses buffers contained in
conditions or actions. These buffers have access to chunks
and react to their changes (Newell, 1973). Scaper identified
1,212 productions, an average 46.6 per model. Figure 8
shows the number of productions for the 26 models.
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Figure 8: Number of productions by model. Some
publications contain multiple models (e.g., “How Can the
Human...”). Therefore, each model corresponds to a
separate bar.

In total, these productions use 7,442 slots across 3,187
chunks. 82.4% of those chunks follow an explicit chunk-
type definition, and 17.6% use an implicit chunk-type
definition. Regarding the slots, 6,249 matched the slots
defined in the explicit chunk-types, 270 do not match them,
and 923 correspond to slots defined in implicit chunks. The
analysis also reveals that 382 chunks initialized in
productions do not use any slot, even when 45.7% of those
chunks are explicitly defined. Figure 9 shows the number
of slots used across all the productions of each of the 26
models.
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Figure 9: Number of slots used by model. Some
publications contain multiple models (e.g., “How Can the
Human...”). Therefore, each model corresponds to a
separate bar.

Models Compliance

Figure 10 shows the models’ compliance scores. In general,
the analysis reveals good compliance, with models
achieving over 94% for all component usages, and above
78% for productions design, and with a median of 91.6%
for production design.
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Figure 10: Models compliance evaluation. Some
publications contain multiple models (e.g., “How Can the
Human...”). Therefore, the models’ compliance is plotted
separately for each model.

Potential issues

Because the models come from published studies, the
detected issues may not compromise the models’ output.

They may reflect dead (unused) code or code for debugging.

Whether those issues affect the models’ predictions are out
of the scope of our study. Moreover, we cannot yet
categorize these issues as errors. Table 1 summarizes the
issues that Scaper detected in this set of models.

There were 6 instances where a chunk-type was
defined, but the chunk was not used. Inspection of the
models suggests that these might be models with an unused
chunk for capabilities that were never created. The other
issues mainly impact code readability, making it difficult
to evolve and reuse the models.

Table 1: Detected Issues

Issues Frequency
Unused chunk-types 6
Implicit chunks 581
Chunks without slots filled 382
Unmatched slot definitions 270
Implicit slots used in productions 923

Discussion

Our primary goal was to create a tool to gain insights into
the code of production system architectures and potentially
provide a way to support model creation. We developed
Scaper, a static code analyzer for ACT-R models, and used
it to analyze 26 cognitive models. The analysis
demonstrated the effectiveness of Scaper.

Furthermore, Scaper allowed us to characterize
cognitive models published over a period of 20 years. This
characterization showed that the ACT-R community could
benefit from incorporating further software development

and engineering practices to foster our research (e.g.,
Wilson et al., 2017).

The adoption of tools such as Scaper has the potential
to significantly impact the evolution of other production
systems development as well, such as Soar (Laird, 2017)
or other production systems architectures (Kotseruba &
Tsotsos, 2022; in press). In particular, tools like Scaper can
provide succinct visibility into models’ design, reduce
modelers’ learning curves, support the early stages of
production system development, and help identify
opportunities to improve and simplify model code.

Limitations

Despite its demonstrated effectiveness, we recognize that
Scaper has several limitations worth noting. First, it uses a
limited ruleset for static analysis. Because ACT-R has
several components and production systems, and
developers use different programming techniques, there
are structures that Scaper does not yet understand. To
address this gap, we will continue the technical evolution
of our tool.

Second, it is worth pointing out that Scaper lacks
external validation of its own usability. Both development
tests and this study were conducted only by us. We plan to
conduct a study to gather feedback from potential users.
This feedback will help us not only validate the
performance of Scaper, but also the enrich its capabilities.

Another limitation is that the current version runs as a
standalone process. Further development is required to
integrate Scaper with other tools (e.g., Emacs, Eclipse).
This integration will offer capabilities such as real-time
validation, and a unified development experience.

Finally, Scaper has only a detector profile. Although
detecting issues facilitates development, users would
benefit from having explanations and guidance. We plan to
improve the Scaper’s output by providing details of issues
and offering recommendations for improving the code.

Conclusion

We have presented Scaper, which, to the best of our
knowledge, is the first Static Code Analyzer for the ACT-
R production system architecture. We demonstrated its
utility by analyzing 26 published cognitive models. This
analysis showed that Scaper can effectively detect code
issues and, therefore, contribute to creating high-quality
code for science (Thimbleby, 2024). We hope that our tool
serves as a stepping stone for the development of
production systems tools that will facilitate, improve, and
enhance the creation of cognitive and agent architectures.

References

Anderson, J. R. (2007). How can the human mind occur
in the physical universe? Oxford University Press.



Proceedings of the 23rd International Conference on Cognitive Modelling (ICCM 2025)

https://doi.org/10.1093/acprof:0s0/9780195324259.0
01.0001

Anderson, J. R., & Kline, P. J. (1977). Design of a
production system for cognitive modeling. ACM
SIGART Bulletin, 63, 60—65.
https://doi.org/10.1145/1045343.1045377

Bacon, D. F., & Sweeney, P. F. (1996). Fast static
analysis of C++ virtual function calls. Proceedings of
the 11th ACM SIGPLAN Conference on Object-
Oriented Programming, Systems, Languages, and
Applications, 324-341.
https://doi.org/10.1145/236337.236371

Blaha, L. M., Lebiere, C., Fallon, C. K., & Jefferson, B.
A. (2020). Cognitive mechanisms for calibrating trust
and reliance on automation. Proceedings of the 18th
International Conference on Cognitive Modelling
(ICCM 2020).

Dancy, C. L. (2013). ACT-R®: A cognitive architecture
with physiology and affect. Biologically Inspired
Cognitive Architectures, 6, 40—45.
https://doi.org/10.1016/j.bica.2013.07.008

Gunzelmann, G., Gross, J. B., Gluck, K. A., & Dinges, D.
F. (2009). Sleep deprivation and sustained attention
performance: Integrating mathematical and cognitive
modeling. Cognitive Science, 33(5), 880-910.
https://doi.org/10.1111/j.1551-6709.2009.01032.x

Johnson, S. C. (1978). Lint, a C program checker. Bell
Laboratories.

Lebiere, C., Blaha, L. M., Fallon, C. K., & Jefferson, B.
(2021). Adaptive cognitive mechanisms to maintain
calibrated trust and reliance in automation. Frontiers
in Robotics and Al, 8, 652776.
https://doi.org/10.3389/frobt.2021.652776

Louridas, P. (2006). Static code analysis. IEEE Software,
23(4), 58-61. IEEE Software.
https://doi.org/10.1109/MS.2006.114

Mantere, M., Uusitalo, 1., & Roning, J. (2009).
Comparison of static code analysis tools. 2009 Third
International Conference on Emerging Security
Information, Systems and Technologies, 15-22.
https://doi.org/10.1109/SECURWARE.2009.10

Newell, A. (1973). Production systems: Models of control
structures. In Visual Information Processing (pp.
463-526). Elsevier. https://doi.org/10.1016/B978-0-
12-170150-5.50016-0

Patel, V. L., Cohen, T., Murarka, T., Olsen, J., Kagita, S.,
Myneni, S., Buchman, T., & Ghaemmaghami, V.
(2011). Recovery at the edge of error: Debunking the
myth of the infallible expert. Journal of Biomedical
Informatics, 44(3), 413-424.
https://doi.org/10.1016/].jbi1.2010.09.005

Ramamoorthy, C. V., & Ho, S. F. (1975). Testing large
software with automated software evaluation
systems. Proceedings of the International Conference
on Reliable Software, 382-394.
https://doi.org/10.1145/800027.808461

Ricupero, S. (2024). Modeling working memory: Varying
noise based on neural differences [Doctoral
dissertation, The Pennsylvania State University].

Ritter, F. E., Baxter, G. D., Jones, G., & Young, R. M.
(2000). Supporting cognitive models as users. ACM
Transactions on Computer-Human Interaction, 7(2),
141-173. https://doi.org/10.1145/353485.353486

Ritter, F. E., Tehranchi, F., & Oury, J. D. (2019). ACT-R:
A cognitive architecture for modeling cognition.
WIREs Cognitive Science, 10(3), ¢1488.
https://doi.org/10.1002/wcs.1488

Swan, G., Stevens, C. A., Veksler, B. Z., & Morris, M. B.
(2024). Modeling fatigue in the N-back task with
ACT-R and the fatigue module. Proceedings of the
22nd International Conference on Cognitive
Modelling (ICCM 2024).

Thimbleby, H. (2003). Give your computer’s IQ a boost,
review of Journal of Machine Learning Research.
The Times Higher Education Supplement, 1588, 26.

Thimbleby, H. (2024). Improving science that uses code.
The Computer Journal, 67(4), 1381-1404.
https://doi.org/10.1093/comjnl/bxad067

Wang, S. (2024). Understanding pain points of ACT-R
modelers: A human-centered approach [Doctoral
dissertation, The Pennsylvania State University].

Wendel, Irv. K., & Kleir, R. L. (1977). FORTRAN error
detection through static analysis. ACM SIGSOFT
Software Engineering Notes, 2(3), 22-28.
https://doi.org/10.1145/1012319.1012323

Wilson, G., Bryan, J., Cranston, K., Kitzes, J.,
Nederbragt, L., & Teal, T. K. (2017). Good enough
practices in scientific computing. PLoS
Computational Biology, 13(6), €e1005510.
https://doi.org/10.1371/journal.pcbi.1005510

Young, R. M. (2001). Production systems in cognitive
psychology. In N. J. Smelser & P. B. Baltes (Eds.),
International Encyclopedia of the Social &
Behavioral Sciences (pp. 12143-12146). Pergamon.
https://doi.org/10.1016/B0-08-043076-7/01597-7



	Introduction
	Action Control
	Self-Belief and Self-Belief Updating

	Methods
	Experiment
	Procedure
	Data Analysis
	Results

	Discussion of Experimental Data
	Sequential Bayesian Updating of Self-Belief
	Dynamic Likelihood Weighting

	A Computational Cognitive Model of Action Preparation
	Model Components and Functions

	Next Steps
	Acknowledgments
	References
	Introduction
	The CIE

	Modeling the CIE
	Declarative Memory and Affect Mechanisms
	Model Descriptions and Processes

	ecker2021 Experiment 1
	bruns2023 Experiment
	Discussion
	Limitations and Future Work
	Conclusion

	Acknowledgments
	References
	Introduction
	Reframing Rule-Based Models
	Procedural Representations
	Skill Representations

	Implementing Skill-Based Processing
	Skill selection
	Operator selection

	Conclusion
	References
	Introduction
	Methodology
	Models
	Experimental Task
	Simulations

	Results
	Dyna -SR Agents
	Dyna -SR Agents

	Discussion
	Acknowledgements
	References
	Introduction
	Experiment Design
	The Model and Predictions
	Model Results and Predictions

	Experiment 1
	Method
	Results and Discussion

	Experiment 2
	Method
	Results and Discussion

	Error-Prone Videos
	General Discussion
	Acknowledgments
	References
	References
	Introduction
	Related work
	Methods
	Cognitive Model
	Humanoid Social Robot Pepper
	Retrieving recollections based on vision
	Prompting the LLM

	Results
	Discussion
	Limitations
	Conclusion and future work
	A body of many organs
	Lightly linear flipout
	What's a VSA again?
	Certain holographic declarations

	VSLRLLFPL, or, Doug
	Discussion
	References
	Introduction
	Background
	Multitasking vs. Task Switching
	Theories

	Methods
	Experiment Setup
	Metrics
	Data Collection and Model Development

	Model
	Model 1
	Model 2

	Results
	Participant Results
	Comparison

	Discussion
	Accuracy and Predictive Power
	Limitations and Challenges
	Outlook

	Acknowledgments
	References

